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1 Abstract

This paper investigates machine learning automa-
ton strategies in the game Nim against oppo-
nents of various ”skill” levels. It is shown that
”baiting” the Knowledge Base with random se-
lections before implementing a decision policy
is inconsequential in most cases. Additionally,
a Worst-Next-Move decision policy is shown to
be preferred for all but an optimal opponent, in
which case a Simple Best-Wins decision policy is
best.

2 Introduction

Nim is a game of strategy where two opponents
alternately take items away from multiple sets
of items. The player who removes the last item
from the last set loses.

The implementation studied in this paper is real-
ized by a single set of pennies, the size of which is
randomly selected prior to the game’s start but
will always be between 10 and 16, inclusive. The
player making the first move is also randomly
selected. Players alternately take no less than
one and no greater than three pennies for each
turn.

A ”baited” decision policy, for the purposes of
this paper, is a decision policy that chooses ran-
domly for the first m consecutive games played,
and then uses the ”baited” Knowledge Base for
the decision policy the remaining n-m consecu-
tive games.

A ”worst-next-move” decision policy attempts
to pick a move for a round based on what will
leave the opponent in the worst position, based
on data in the Knowledge Base.

This paper will explore the effectiveness of vari-
ous combinations of decision policies and reward
schedules on a learning automaton pitted against
three opponent types for this implementation of
Nim.

3 Hypothesis

A worst-next-move decision policy offers measur-
able improvements over other decision policies;
however, it is much less effective against an op-
ponent that does not make mistakes.

Baiting has been suggested as a potential deci-
sion policy, in order to pre-populate the Knowl-
edge Base and improve the success rate of the au-
tomaton. In comparison to other decision poli-
cies, this approach at best delays the automa-
ton’s success rate from reaching an asymptote,
and at worst reduces the speed in which the au-
tomaton will asymptote.

4 Experiment Design

The experiment consists of three opponent types:

1. Random Opponent. Chooses randomly ev-
ery time, but cannot directly cause itself
to lose; e.g., the Random Opponent would
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never choose to take three pennies from a
pile if only three were left.

2. Optimal Opponent. The simplicity of this
implementation of Nim permits the triv-
ial construction of a rule base determined
from a game tree. The derived rule base for
this implementation is described in Table
1. The Optimal opponent always plays the
best move, as dictated by this rule base.

3. Suboptimal Opponent. This is an error-
prone, imperfect opponent. In 60% of its
choices, it chooses the optimal response from
Table 1. For the other 40% of its choices,
it chooses randomly. As this opponent will
still be selecting the optimal choice 1/3 of
the time it is selecting randomly, the true
probability of an optimal choice P(optimal)
is 6/10 + 4/10 ∗ 1/3 = 0.73.

Table 1: Derived Optimal Rule Base for Nim
Pennies Left Play

2 -1
3 -2
4 -3
5 -1
6 -1
7 -2
8 -3
9 -1

10 -1
11 -2
12 -3
13 -1
14 -1
15 -2
16 -3

Three reward types, described below, are con-
sidered for this experiment. The third is shown
to be effective in negatively reinforcing the au-
tomaton in limited experimentation, and largely
disregarded for in-depth study.

1. Posterior Stimulus-Response Knowledge Base
Update. For this reward schedule, automa-

ton moves are tracked throughout the game.
At the conclusion of the game, all used S-R
pairs are impacted positively if the game is
won, and negatively if the game is lost.

2. Incremental Correct Knowledge Base Up-
date. This reward schedule impacts the
Knowledge Base incrementally, as the game
progresses, according to the schedule in Ta-
ble 2.

3. Incremental Incorrect Knowledge Base Up-
date. This reward schedule impacts the
Knowledge Base incrementally, as the game
progresses, according to the schedule in Ta-
ble 3. Note this is the same as Table 2, with
a modification on the y-axis.

The four decision policies investigated in this ex-
periment are described below.

1. Random. This is an automaton implemen-
tation of the random opponent type. The
automaton ignores the data in the Knowl-
edge Base and makes its selection randomly.
As with the random opponent, the automa-
ton will not randomly select an option that
will directly lead to a loss; e.g., it would
never choose to take two pennies if only two
were remaining. This policy is included
primarily for reference to other strategies,
and by its definition is unaffected by the
reward schedule.

2. Simple Best-Wins. This automaton always
chooses the option in the Knowledge Base
for the current size of the stack which has
the highest value. If no single option is
greater than the others, it chooses randomly
from the available options.

3. Baited Best-Wins. This automaton uses
the Random automaton decision policy for
the first 20 games, and the Simple Best-
Wins strategy thereafter.

4. Worst-next-move. This automaton analyzes
the values in the Knowledge Base and iden-
tifies the worst next position in an attempt
to leave the opponent in the worst position
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Table 2: Incremental Correct Knowledge Base Schedule
16 15 14 13 12 11 10 9 8 7 6 5 4 3 2

-1 -1 -1 1 0 -1 -1 1 0 -1 -1 1 0 -1 -1 1
-2 -1 1 -1 0 -1 1 -1 0 -1 1 -1 0 -1 1 -1
-3 1 -1 -1 0 1 -1 -1 0 1 -1 -1 0 1 -1 -1

Table 3: Incremental Incorrect Knowledge Base Schedule
16 15 14 13 12 11 10 9 8 7 6 5 4 3 2

-2 -1 -1 1 0 -1 -1 1 0 -1 -1 1 0 -1 -1 1
-3 -1 1 -1 0 -1 1 -1 0 -1 1 -1 0 -1 1 -1
-1 1 -1 -1 0 1 -1 -1 0 1 -1 -1 0 1 -1 -1

possible. This is determined by taking the
minimum of the sum of the possible moves
at (Pennies Left - 1), (Pennies Left - 2),
and (Pennies Left - 3) in the Knowledge
Base.

5. Baited Worst-next-move. This automaton
uses the Random automaton decision pol-
icy for the first 20 games, and the Worst-
next-move strategy thereafter.

In order to focus comparative analysis on the im-
pact of decision policies and reward schedules,
only one update policy is used. This update pol-
icy is a 1:1 reflection of the reward on the Knowl-
edge Base.

Each of the five decision policies articulated above,
combined with both positively-reinforcing reward
schedules, form the 9 automaton strategies inves-
tigated in this experiment (note that the Ran-
dom decision policy only needs to be paired with
one reward schedule). These strategies are called
out specifically in Table 4.

One test is defined for this experiment as an exe-
cution of a single strategy against a single oppo-
nent for 500 consecutive games without resetting
the Knowledge Base. Every strategy from Ta-
ble 4 is tested against every opponent 500 times.
These 500 tests for each strategy, against each
opponent, represent the samples from which a
mean (µ) and standard deviation (σ) are com-
puted for each strategy played against an op-

ponent. The success of the strategy is plotted
as a function of the expected win percentage af-
ter a certain number of consecutive games are
played.

A strategy can be called ”better” than another
over time if its success rate asymptotes higher
with confidence in excess of 95%; i.e., α = 0.05
[1, 2], or the critical probability p∗ = 1−α/2=0.9750
[3]. The equivalent normal Z-score between the
two strategies, as computed by Equation 1, must
therefore exceed 1.96 [3]. If the z score does not
exceed this value, no statistically-significant con-
clusion can be drawn and the strategies are said
to be equivalent.

z =
p1 − p2√
p1q1
n1

+ p2q2
n2

(1)

The impact of baiting is determined by compar-
ing each baited strategy to its unbaited coun-
terpart; e.g., Strategy B to Strategy C. From
the results of this comparison, ideal automatons
are selected and compared to determine the best
strategy against each opponent type.
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Table 4: Automaton Strategies Investigated
Strategy Decision Policy Reward Schedule

A Random N/A
B Simple Best-Wins Posterior
C Baited Best-Wins Posterior
D Worst-Next-Move Posterior
E Baited Worst-Next-Move Posterior
F Simple Best-Wins Incremental
G Baited Best-Wins Incremental
H Worst-Next-Move Incremental
I Baited Worst-Next-Move Incremental

5 Results

5.1 The Impact of Baiting

The impact of baiting on strategies against a ran-
dom opponent is illustrated in Figure 1. There is
very little statistically-significant impact of bait-
ing on each respective strategy as they reach
asymptote. It is worth pointing out that the
speed by which the Worst-Next-Move with Pos-
terior update asymptotes is significantly delayed
with baiting. The unbaited strategy is optimal
under 160 games played.

The impact of baiting on strategies against a
suboptimal opponent is illustrated in Figure 2.
Again, there is very little statistically-significant
impact of baiting on each respective strategy as
they reach asymptote. Baiting even delays the
ability of a strategy to asymptote against the
suboptimal opponent, as Strategy B (Simple Best-
Wins, Posterior) is clearly preferred to its baited
counterpart under 50 games played.

The impact of baiting on strategies against a
suboptimal opponent is illustrated in Figure 3.
While two of the three strategies do not show
statistically significant differences when baited,
the ability of the Worst-Next-Move update pol-
icy with Posterior reward schedule to score even
a single victory against the Optimal opponent
hinges on the baited strategy. Strategies H and
I were not shown, as both Worst-Next-Move up-

date policies with an Incremental reward sched-
ule failed almost completely against the Optimal
opponent.

With the exception of a Worst-Next-Move up-
date policy with Posterior reward schedule, the
only statistically-significant findings involving the
baiting of strategies in this study indicate that
such an approach delays the automaton from
reaching a success rate asymptote. As a result,
with the noted exception, the baiting approach
can be disregarded.

5.2 Overall Optimal Strategies

Disregarding all baited strategies, the success rate
of remaining automatons against a Random op-
ponent is shown in Figure 4. As shown in the
figure, after approximately 125 games, it can be
confidently said that Strategy D - Worst-Next-
Move reward schedule with Posterior reward sched-
ule - is the optimum automaton against the Ran-
dom opponent.

Again disregarding all baited strategies, the suc-
cess rate of various automatons against a Subop-
timal opponent is shown in Figure 5. After 485
games, it can again be said that Strategy D is
the optimum automaton against the Suboptimal
opponent.

The success rate of various automatons against
an Optimal opponent is shown in Figure 6. Here,
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Figure 1: Baited & Unbaited Decision Policies against Random Opponent

Figure 2: Baited & Unbaited Decision Policies against Suboptimal Opponent
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Figure 3: Baited & Unbaited Decision Policies against Optimal Opponent

Figure 4: Unbaited Decision Policies against Random Opponent
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Figure 5: Unbaited Decision Policies against Suboptimal Opponent

Figure 6: Best-performing Decision Policies against Optimal Opponent
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the Worst-Next-Move strategy, even when baited,
is far inferior to other strategies. Strategies B
and F provide nearly identical results, both of
which are clearly better than Strategy E. In this
case, it can be said that a Simple Best-Wins deci-
sion policy, regardless of reward schedule, is the
ideal automaton against the Optimal opponent
type.

6 Conclusion

The baited approach to pre-populating the Knowl-
edge Base with random selections prior to exe-
cution of a decision policy will not improve top-
performing strategies in any case. At best, some
suboptimal automatons are improved against their
respective opponents, and at worst, this approach
can delay automatons from reaching a success
rate asymptote.

A Worst-Next-Move update policy with a Poste-
rior reward schedule will produce the most suc-
cessful automaton against all but the Optimal
opponent. For some reason, which is an oppor-
tunity for further study, the Optimal opponent
significantly hinders the Worst-Next-Move algo-
rithm from learning.

Another anecdotal observation made in this study,
which is further opportunity for continued re-
search, is that Posterior reward schedules seem
to contribute to more successful automatons in
general than Incremental policies.
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